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ABSTRACT  

Intelligent robotic autonomous systems (unmanned aerial/ground/surface/underwater vehicles) are attractive for military 

application to relieve humans from tedious or dangerous tasks. These systems require awareness of the environment and 

their own performance to reach a mission goal. This awareness enables them to adapt their operations to handle unexpected 

changes in the environment and uncertainty in assessments. Components of the autonomous system cannot rely on perfect 

awareness or actuator execution, and mistakes of one component can affect the entire system. To obtain a robust system, 

a system-wide approach is needed and a realistic model of all aspects of the system and its environment. In this paper, we 

present our study on the design and development of a fully functional autonomous system, consisting of sensors, 

observation processing and behavior analysis, information database, knowledge base, communication, planning processes, 

and actuators. The system behaves as a teammate of a human operator and can perform tasks independently with minimal 

interaction. The system keeps the human informed about relevant developments that may require human assistance, and 

the human can always redirect the system with high-level instructions. The communication behavior is implemented as a 

Social AI Layer (SAIL). The autonomous system was tested in a simulation environment to support rapid prototyping and 

evaluation. The simulation is based on the Robotic Operating System (ROS) with fully modelled sensors and actuators and 

the 3D graphics-enabled physics simulation software Gazebo. In this simulation, various flying and driving autonomous 

systems can execute their tasks in a realistic 3D environment with scripted or user-controlled threats. The results show the 

performance of autonomous operation as well as interaction with humans. 

Keywords: Autonomous systems, unmanned, behavior analysis, human-machine interaction, simulation, surveillance, 

defense. 

1. INTRODUCTION 

Robotic autonomous systems will be considered intelligent if they employ cognitive and communicative competences to 

self-sustainably explore and manipulate their environment with a degree of effectiveness, efficiency and interactivity that 

meets human expectations. To achieve this is a tremendous challenge and therefore an area of active research. Applications 

of autonomous systems in the civil domain are emerging, with autonomous transportation systems as a prominent example. 

The introduction of such systems, however, is facilitated by shaping the environment in which they have to operate. In the 

military domain such adaptations are usually not feasible. Therefore, in the military domain additional complexities have 

to be addressed such as: 

• operating in unstructured environments with unexpected situations; 

• coping with intelligent adversaries; 

• dealing with limited information, at least during system design, about future operating areas, threats, unknowns 

and encountered uncertainties; 

• collaborative (autonomous) task execution in the case when multiple, sometimes heterogeneous systems or hybrid 

human-autonomous systems are used to complete more extensive or complex missions; 
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These challenges bring forward a requirement for a high degree of flexibility and adaptability to give the autonomous 

systems a sufficiently wide capability envelope to successfully complete missions. This means – in our view – that the 

autonomous system should be able: 

• to configure itself to optimally exploit its internal resources and associated capabilities; 

• to use these capabilities to build an understanding of the outside world through its sensors, reason about possible 

actions, and act to achieve a mission goal; 

• to expand its knowledge about the world as far as relevant for increasing the understanding of outside world; 

• to learn new skills if current system capabilities as insufficient to achieve the system goals; 
• interact in a meaningful way with humans. 

In this paper, we present our study on the architectural design and the subsequent development of a complete autonomous 

system, which consist of sensors, observation processing and behavior analysis, information database, knowledge base, 

communication, planning processes, and actuators. The system is intended to operate and interact as a teammate of a human 

operator in surveillance, security and protection type of missions. 

The outline of this paper is as follows. Section 2 describes the architecture and main components of the autonomous system 

and Section 3 describes how the system interacts with humans. Section 4 describes the simulation environment in which 

the system is used. Sections 5 presents the results that are obtained in the simulation environment and Section 6 summarizes 

the conclusions. 

2. AUTONOMOUS SYSTEM 

2.1 Architecture of the autonomous system 

This section presents the results of our study on the design and development of a complete autonomous system that plans 

its maneuver in the real world to complete one or multiple tasks. We focused on the following three different tasks: 

1. Search an area to find an object that might be of interest, sizing 1 meter or more; 

2. Profile an object by classifying its appearance and by tracking its movement; 

3. Warn an object that is trespassing. 

The autonomous system acquires particular observations of the real world to fulfil these tasks by planning its viewpoint 

and its waypoints. The architecture of the autonomous system starts from the level of sensors and actuators. Yet, the most 

important part of the architecture reflects a combination of ‘intelligence’ with ‘automation’. A useful autonomous system 

in the defense and security domain can assess and manage its internal operations to have its external behavior comply with 

its task. Thus, the autonomous system must be able to judge its own effect in any encountered situation as it is taking place 

(run-time), including the ones that were not foreseen when designing the system (design-time), and come-up with a suitable 

behavior. The following distinction is made: 

• Intelligent automation: A system that has a fixed operational span set in design-time, that is possibly extended by 

manual updates. 

• Autonomous system: A system that can properly adjust its operational span in run-time. 

There are many aspects that need to be taken into account when designing an architecture for an autonomous system, see 

also [15][24]. Each of those aspects is studied in a particular ‘view’, such as a logical (or functional) view, a process (or 

non-functional) view and a physical view. As our autonomous system is still in its design-time a functional view is most 

appropriate, for which we have chosen to follow the NAIHS approach [12]. The NAIHS model can be regarded as the 

highest functional view of the system and deals with the functioning of a system within the actual world. It is divided into 

4 levels of detail/abstraction: signal level, object level, situation level and impact (or mission) level. Since each level in 

the NAIHS-model distinguishes assessment from management, there is a feedback-loop between two consecutive levels, 

as becomes clear from the arrows in Figure 1.  
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Figure 1. The NAIHS-model used as a functional view of the system. 

The next step is to take this high-level functional view and generate a more specific functional architecture. We do this by 

populating the different feedback-loops of the NAIHS-model with a functional view that could represent the system on a 

lower level. Numerous views exist for that and some examples are the OODA loop [4], JDL [2], 4D-RCS [1] and 

CARACaS [9], see also Figure 2. These lower-level functional views are often used in the domain of automation. However, 

in the implementation-view of our autonomous system, we aim to combine ‘automation’ with ‘intelligence’.  

 

Figure 2. Two implementation views found in the field of automation each depicting a feedback-loop, with 4D-RCS 

[1] (left) and CARACaS [9] (right). 

The debate on the definition of an intelligent autonomous system has not converged yet, and thus our choices should not 

be based on theory alone. Our approach is to take the theory and start developing such a system so that we can find a 

practical solution for an intelligent autonomous system. Prior studies [22][24][25] showed that the insights in (artificial) 

intelligence evolve around 3 items: 

• Knowledge is abstract data that is generically valid in many situations. Knowledge being all sorts of concepts 

together with possible relations between them that are generic valid. Knowledge is often symbolic, e.g., a 

definition or a mathematical function. An example of knowledge: “a car is an object with a property ‘speed’”. 

• Information is the actual measured data that is specific to describe one situation. Information is being processed, 

organized data on topics currently taking place in the real world. Information is often sub-symbolic, e.g., 

numerical, text or images. An example of information: “the car that is currently observed has a speed of 40 km/h.” 

• Processing is the enrichment of data and information by combining various sources of data or information 

according to what is known about their relations (according to a model). Such models can either be based on first 

principles-models or on empirical relations.  

Information and processing are well known aspects of a system design: processing takes place in the functional-

components and information is the collection of arrows between those components. Knowledge on the other hand is badly 

reflected in such functional views. Both 4D-RCS and CARACaS have a World-Model, but this ‘knowledge’ consists of 
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maps, entities and images, which we characterize as ‘information’ as it is not expressed in concepts and relations. Note 

that instead, the World-Model in 4D-RCS and CARACaS describes particular instances of concepts and relations and that 

the schema of those concepts and relations is implicitly build in the world-model. With implicit we mean that this schema 

is not accessible for the system but merely its instances. Our approach will create an explicit implementation of the system’s 

knowledge, i.e., the schema of concepts and relations, so that we can access the actual knowledge of the system for further 

processing and change it when appropriate. However, we should not forget that knowledge (or schema) and information 

(or instances) should remain highly interconnected components of the system. This could mean that they both make use of 

the same implementation environment as long as both the schema and its instances can be accessed in a distinctive manner. 

To start emphasizing the explicit implementation of knowledge, so to exploit the schema throughout the system later on, 

we present a new functional-view of an autonomous system that is one level lower than the NAIHS-model (Figure 3). This 

view combines the processing and information elements found in 4D-RCS with processing and knowledge elements found 

in the field of data-science and artificial intelligence. 

 

Figure 3. The abstract implementation-view. 

The items in the implementation view of Figure 3 are: 

• Data from the Environment is obtained via Sensors 

• Sensory data is processed by Filtering methods for noise-reduction or for transforming the sensor data into a 

different domain (e.g., time-domain to frequency-domain via an FFT). 

• The output of the Filters is used by Information Extraction methods to produce state-information. In line with the 

NAIHS-model this can be information on the state of an object, such as object class (e.g., ‘car’), kinematics (e.g., 

‘speed’), and on the state of the situation, such as relations between objects that are important for the operation 

(e.g. ‘threatening’). 

• This state-information is used by Planning methods (or Scheduling). We distinguish planning along the levels of 

the NAIHS-model [12]: on situation-level one typically would have an Operational Planner, resulting in tasks 

assigned to objects; on object-level these tasks are mapped to behaviors (or maneuvers) of the autonomous system 

via Task-Planners. 

• Effectors (or actuators) ensure that the system can manipulate and maneuver in the Environment. They are 

controlled by Control methods to realize the desired behavior (or maneuver) of the system as was determined by 

the Task-Planner. 

In order to make this implementation-view clearer, below the actual implementation is presented of the autonomous 

systems that were developed for the use-case discussed in the next section.  

2.2 Application of the architecture 

Two mobile autonomous systems were developed, a driving unmanned ground vehicle (UGV) and a flying unmanned 

aerial vehicle (UAV), along with a static command center (CC). The implementation of the UGV and UAV are very 

similar, but the UAV does not have as many sensors as the UGV. Therefore, in this paper, we will mainly focus on the 

implementation of the UGV and the CC as depicted in Figure 4, which also includes the abstraction levels of the NAIHS-

model. 
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Use-case: The purpose of this fleet of autonomous systems, i.e., UGVs and UAVs, is to protect a compound from objects 

that might pose a threat to the compound. The UAVs and UGVs will search the surroundings of the compound and profile 

any object that is encountered to determine its threat level. In case the object is profiled as a threat, then a UAV or UGV 

could start a warning-procedure so that the threat can change its behavior by walking/driving away from the compound. 

 
Figure 4. The detailed implementation view of the UGV and of the Command-center using the architecture. 

In the following subsections more details are presented on: sensors, actuators, filters and controllers (Sec. 2.3); information-

extraction and some knowledge exploitation (Sec. 2.4); combined graph-database of state-information and knowledge 

(Sec. 2.5); and planning (Sec. 2.6). 

2.3 Sensors, actuators, filters, controllers 

The sensors and effectors on the autonomous platforms are: 

Sensors: The UGV has a Pan-Tilt-Zoom (PTZ) camera, a LiDAR making range measurements horizontally around the 

UGV for 270 degrees and an Inertial Navigation System (INS) which consists of an Inertial Measurement Unit 

(accelerometers and gyroscope) and a GPS. The UAV has only a static camera facing downwards and an INS, while the 

command-center has no sensor at all. 

Actuators (or effectors): The UGV has a PTZ-camera of which the pan and tilt are steered via camera-servo and it has a 

couple of wheel servos so that it can drive forward and steer to left and right. The UAV has 4 rotor-servo’s for flying in 6 

directions, while the command-center has no effector. 

Filtering: The INS produces pose measurements of the INS itself, which are transformed by a pose-estimation node to 

obtain the pose of the center-of-mass of the UGV/UAV, the pose of the LiDAR and (for UGV) the pose of the camera. A 
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pose is a 6D vector constructed of a linear position in 3D and an Euler rotation in 3D (the latter could also be in 

quaternions).  

Control: The camera-pilot computes a desired pan and tilt angle for the PTZ-camera based on a 6D viewpoint received 

from the task planner. The first 3D of the viewpoint corresponds to a point in the world on which the camera should focus. 

In case this 3D vector is empty, then the second 3D of the viewpoint correspond to a viewing angle for the camera. The 

autopilot receives a list a desired waypoints from the task planner and sets the UGV/UAV into motion. While driving, the 

autopilot can make use of the LiDAR range-measurements to avoid obstacles.  

2.4 Information extraction 

The output produced by the camera and the LiDAR is used by 4 other nodes to extract enriched information about important 

states in the world. Let us first describe the nodes on the object level of the NAIHS-model. 

World coverage map: Produces a grid-point map characterizing which part of the world has been covered by the LiDAR 

and at what the latest time instant.  

Object detection: Produces range-bearing-measurements of objects that are detected in the LiDAR output. Since the 

LiDAR cannot do any classification the object-type is labeled as ‘unknown’. 

Object recognition: Produces a bounding box in pixels-units of objects that were detected, localized and recognized in the 

camera-image along with a classification estimate on the object-type (with some confidence) by using the deep-learning 

based end-to-end detector YOLO [21]. 

Object tracking: Combines the LiDAR-based object detections (and the LiDAR-pose) with the camera-based object 

detections (and the camera-pose) to produce a combined estimated trajectory of all objects that were detected. It further 

fuses the classification results of the YOLO-detector for the different time-instances that an object was detected (also if 

over the course of time its object-type label has changed). The result is put in the information-graph, which is an 

information storage facility implemented as a graph database (see the next section for more details). 

The next nodes perform information extraction are on the situation level of the NAIHS-model. 

Object-threat analysis: Computes the threat level of any tracked object with respect to the compound. Do to so it collects 

all tracked objects from the information-graph. The level is dependent on the position and speed of the object with respect 

to the position of the compound, what type of class the object was given, and some other aspects such as what impact-

power can be expected from the object. More details on how the threat-level is computed as a relation between an object 

and the compound will be presented in Section 2.5 (on State-information and knowledge). 

Geo-threat analysis: The UGV and UAV send their information on all tracked objects to the command center, i.e., position 

and object-class along with the estimated threat level corresponding to that object. Additionally, the UGVs and UAVs send 

their local coverage map to the command center as well. This geo-threat analysis fuses all local coverage maps and all 

detected objects together to determine which larger areas have not recently been covered (classified as a ‘foggy’ area) and 

which have recently been covered properly (classified as ‘clean’ or ‘dirty’ in case whether or not possible threats were 

detected in that area). 

2.5 State-information and knowledge 

The UGV has a storage volume for state-information and knowledge. Normally such a database filled with information is 

stored as an SQL database or a relational database (e.g., OrientDB [19]). This is, however, insufficient for our purposes as 

we want to have a close interaction between the numerical/sub-symbolic values stored as state information and the 

models/symbolic knowledge concepts stored in a schema (or ontology). With ‘close’ we mean that the knowledge graph 

and the state information are both implemented in the same environment. The knowledge graph is the schema 

characterizing all the relations and concepts that together shape the world-state. And the state-information in the 

information-graph are the actual instances of the world-state. After experiencing several languages and tools, such as OWL 

[16], Protégé [20] and NEO4J [18], our conclusion was to use GRAKN [23]. The advantage of GRAKN is twofold: 

1. It allows for symbolic reasoning on the knowledge graph (schema) as well as on the information graph (instances), 

yet separately, and it allows for distributed analytics; 
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2. It allows to remove and add all sorts of concepts, relations and attributes (or properties) in the schema, i.e., the 

ontology implemented, which means that the system’s knowledge can be updated online based on new insights 

learned from data or new intelligence obtained from a user. 

As a test-case we implemented a small ontology capturing all relevant relations and properties of the physical objects in 

the environment with respect to the threat to the compound. Hence, the knowledge should support the assessment whether 

an object poses a threat. The illustrative ontology is depicted in Figure 5 and has further been implemented as a schema of 

the knowledge-graph in GRAKN. It is important to note that GRAKN allows to define properties on a relation between 

two concepts, which is being used in the ‘threatens’ relation. 

 
Figure 5. The illustrative ontology of the test-case. Herein a concept is written in plain text, a relation in underlined 

text and properties of a concepts or a relation are in italic. 

Once the GRAKN-interface receives a new Object-Vehicle (Bicycle, Car or Bus) that has been detected and tracked by 

the object-tracking node, then a new Vehicle is being instantiated in the information-graph followed by a threatens-relation 

between that instantiated Vehicle and the Compound. The properties of this instantiated Vehicle are initialized with proper 

numerical position and speed values as provided by the object-tracking node. After that the following automatic updates 

in this interconnected knowledge- and information-graph occur per Vehicle (and corresponding threatens-relation) when 

new values are received from the object-tracking node: 

1. the properties ‘position’ and ‘speed’ of the instantiated object; 

2. the properties ‘distance’ and ‘approaching_speed’ of the threatens-relations  

3. the ‘threatlevel’ of the threatens-relations is automatically updated using a (numerical) formula dependent on the 

‘distance’, ‘approach_speed’, ‘impact_power’ of the object and ‘vulnerability’ of the compound. 

 

The information that is contained in our graph database (i.e., coverage map, object profiled, and threat level) is used by 

the UGV in its planning process to determine its next maneuvers, which is discussed in the next section. 

2.6 Planning 

The behavior of the autonomous system is generated in the planning functionality. Designing a planning functionality 

involves three aspects (at least). Firstly, it should be defined what those decisions are. For example, system settings, use 

of resources, locations of actions, courses of action (behavior) or the organizational structure of agents (in case of a multi-

agent system). Secondly, it is important to know what context information is available, such as knowledge specific to the 

problem, the world, and the system. Thirdly, any time requirements of the planner influence the selection of the planning 

methodology: should the decision be made near instantaneously or is there time to search for optimal next actions? Based 

on the answers to these questions, a planner methodology can be selected. 
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In the context of our use case, two planning functionality are designed which both should be operate in a wide range of 

scenarios: protecting a static compound or a moving high-value-asset. One planning node is the ‘Operational planner’ 

making decision on tasks across the fleet of UGVs and UAVs, and the second node is the ‘Task-planner’ deciding on the 

next series of waypoints and viewpoint for an individual UGV or UAV.  

The Operational planner, generating a series of tasks per UGV/UAV, decides on what should be done by whom, when and 

where. These decisions are derived by reasoning on the a mission goal, given certain constraints, knowns, unknowns and 

uncertainties. One constraint is, for example, the available assets being mobile heterogenous vehicles (UGVs and UAVs). 

Further, its high-level mission goal is to minimize the threat level around the compound by deciding on which of the 

following three tasks is to be executed by which vehicle and in what area of the compound’s surroundings: 

• In the search task the vehicle is asked to search a sub-area of the compound’s surroundings for threats based on a 

coverage map pointing out which parts of the area have been covered how long ago.  

• In the profiling task the vehicle is asked to provide more details on the position and the appearance of a recent 

detection so that the detections can further be analyzed as being a threat or not. 

• In the warn task the vehicle is asked to warn a possible threat so to change the behavior of the threat, from which 

it can be concluded whether or not the threat is real. 

The actual implementation of the Operational planner adopts a Markov decision process (MDP) for representing the 

planning problem and a Markov chain tree search (MCTS) for solving the planning problem. Arguments for selecting the 

MDP formulation on operational (or mission) level are: 1. It lends itself to represent complex problems with several costs 

and rewards; 2. It is easily scalable to meet complexity allowances, and; 3. It guarantees the existence of an optimal a 

solution. Arguments for selecting the MCTS optimizer are: 1. It offers a good computational performance; 2. It can handle 

several kinds of uncertainties, and; 3. It is proven to be effective in adversarial, game-like environments.  

The Task planner of a UGV or UAV receives one of those three task as assigned by the Operational planner and uses a 

combination of local world knowledge and system knowledge to translate the given task in a sequence of low-level actions, 

i.e., waypoints and camera viewpoints. Local knowledge is for example a detailed account on the coverage map, or 

knowledge on how to approach a threat given the facts as observed at that moment of executing a warn task. System 

knowledge is for example the set of possible movement-actions indicating which waypoints are reachable by the vehicle 

and thus which waypoints could be part of the planner’s solution space. 

There are two Task planners implemented for the functional architecture of Figure 4: 

• The MDP-MCTS planner [5], as used for implementing the Operational planner, is also suitable as a Task planner, 

because (1) it can handle several kinds of uncertainty, because (2) it can take into account events/costs/rewards 

that occur further away in time, because (3) it can use external prediction models (as is done in this framework), 

and because (4) the method may lend itself to being managed by an external self-management model. 

• The Hierarchical Task Network (HTN) is used for implementing an alternative Task planner. The HTN planner 

and solver [8] fits in the context of the framework and scenario, because the HTN planning domain can express 

complex missions in an intuitive and explainable fashion, while the HTN solver can plan in an efficient way 

because it can decrease the search space by introducing structure using the explicitly defined tasks and subtasks.  

The main reason for implementing two Task planners is so to analyse later one which of the two formulations (MDP or 

HTN) was most suitable for representing the planning problem. Some parts of the problem, i.e., the parts related to 

uncertainty in the external world, are better represented by the MDP formulation while other parts of the problem, i.e., 

involving a preferred sequence of decisions, are better represented within the HTN formalism. Our conclusions, up until 

now, have been that enforcing the actual problem into a single formalism always results in unwanted approximations of 

the problem. Moreover, implementing the two planning methods separately gave us insights for developing a new planning 

formalism, one that allows to represent the problem as a mixture of MDP and HTN formalisms on which publications shall 

be expected in the near future. 

3. HUMAN-MACHINE TEAMING 

Whereas an intelligent autonomous system, when sufficiently developed, may no longer require human brainpower to 

instruct the machine how to do things, this does not mean that there will be no more human machine interaction necessary. 

Artificial Intelligence systems, including autonomous robotic systems, never function alone [11]. They form part of a 
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larger team or organization consisting of multiple humans, machines, and infrastructure that work together to achieve a 

common goal. Within such a system, a centralized point of control is simply not possible [10]. Therefore, it is at this macro 

level that we should consider meaningful human control (MHC). MHC is a phrase commonly used to express the 

requirement that military autonomous systems remain under the control of humans. We believe that the way to implement 

MHC is to ensure that the autonomous system is well embedded in a coherent human machine team and that humans have 

sufficient means to prevent undesirable outcomes of the overall systems.  

Realizing the vision of human machine teaming has been an elusive goal and affects the entire design cycle from system 

specification (e.g. as explained in [6]), validation, and technological implementation. This paper focusses on the last aspect. 

We can identify three main functions for effective coordination within human agent teams [11]:  

• Maintaining Common ground: Team members must have shared beliefs about the world state, the goals, the 

conventions associated with the task at hand, etc. This translates to the requirements for the machine and humans 

that they must be capable of sharing and receiving state information, explain observations and decisions 

(explainable AI), and pro-actively exchange relevant information with other teammates. 

• Being predictable: Team members must be capable of predicting each other’s actions with a reasonable degree 

of accuracy. This means that the machine must be aware of its human team members and build up a user model.  

• Being Directable: Team members must be capable of redirecting each other’s behavior. This means that the 

machine should be capable of receiving instructions from the human, at a high level of abstraction. 

To implement these functionalities, we introduce SAIL (Social Artificial Intelligence Layer), which is an environment in 

which HMT functionalities can be implemented in a modular way, i.e. using HMT modules. An overview of a SAIL 

configuration is shown in Figure 6. 

 

Figure 6. SAIL system architecture, where humans and autonomous systems partner up via the SAIL middleware. 

Within this system, we distinguish between two components: 

• Command interface, an interface that allows the human team member to communicate relevant information, such 

as the mission statement and constraints to the autonomous systems.  

• Policy database (DB), a database containing default information about actions and their execution. Unless 

explicitly communicated otherwise the policies are followed. 

SAIL has a connection to GRAKN [23] and ROS [14], so the operator can influence the symbolic representation of the 

world and the properties of the autonomous systems (GRAKN) which can have direct effects on the systems. Furthermore, 

the operator receives updates on the processes of the autonomous systems and the world state as they observe it (ROS). 

Making the communication between the autonomous systems and the humans a two-way stream. 

3.1  Situation sketch  

To illustrate how meaningful human control would work in the proposed system, the use-case as mentioned in Section 2.2 

is used. During a military mission the goal is to keep the compound safe from objects that might pose a threat to the 

compound. This mission is executed with a fleet of autonomous systems.  

In order to let the autonomous fleet perform the mission, the goal of the mission and the commander’s intend need to be 

conveyed to the systems. Communication from the human to the autonomous systems goes through SAIL, therefore the 

human operator enters a command in the command interface of SAIL, for example, “Keep the compound safe”. This 
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command alone contains a lot of implicit assumptions about what is meant when such a command is given, such as focus 

on the regions of interest or let no object enter the compound unless it is classified as friendly. To ensure that the 

autonomous systems can work with this command as their goal, the command given by the operator is entered in the 

knowledge-graph, where the relevant information is identified so that the autonomous systems can use it for planning and 

executing their actions.  

The operator can also influence the autonomous systems indirectly by adjusting the policies that are stored in the policy 

DB. For example, if there is a reason to belief that a threat is very likely to breach the perimeter, the operator might want 

the autonomous systems to focus on identifying that threat. A policy can be created that states that if an object is detected, 

the system must first try to classify this object, before continuing to search the area. Such an adjustment in policies can be 

translated in rewards for certain state transitions. In this example the rewards for doing a profile action, will lead to a higher 

reward than any of the other possible actions.  

During the mission, the interactions between the operator and the autonomous systems might be as follows: 

 External world  Human (through SAIL)  Autonomous system (AS) 

   1 To start the mission, the operator sends a 

mission command. 

2 Through the knowledge graph, the 

system’s planning nodes can plan actions 

in accordance with the mission command.  

3 The AS moves around 

in the world, 

performing certain 

tasks.  

  4 The AS sends updates to its knowledge-

graph about its status and location.  

  5 The operator wants to know the location 

of the system and asks this through SAIL 

(see Figure 13). 

  

6 An object enters the 

operation area.  

 

  7 The threat-analysis node tries to classify 

the object and gives it a label about 

whether it is a threat. The system is not 

able to classify the object and the operator 

is asked to assist with classifying and 

determining if the object is a theat. 

  8 While the operator is busy with other 

tasks, a notification window is shown 

with an image of the object in question 

(see Figure 13). The AS wants to know 

the class of the object, the operator enters 

the class as well as whether it is a threat. 

This is linked to the object in the 

knowledge-graph.  

  

9 Several possible threats 

are in the operation 

area.  

10 The human gets information that there are 

a lot of possible threats. The operator 

responds to this by adjusting the overall 

level of danger of the mission. This 

causes that the policy for state transitions 

changes; the warning task now has 

priority. 

11 The overall level of danger gets updated, 

new parameters and values become 

applicable. The adjustments needed are 

done in the knowledge-graph and the 

autonomous systems’ planners adjust their 

plans based on this new information.  

4. SIMULATION ENVIRONMENT 

The autonomous vehicles are implemented using ROS [14] as middleware. In ROS, all software-functions are implemented 

as a ROS-node and nodes communicate with each other via a publish-subscribe exchange, via a service request, or via 

actions. To rapidly prototype and evaluate the design of robotic autonomous systems, the 3D graphics-enabled physics 

simulation software Gazebo, which is compatible with ROS, was used to create a simulation environment (Figure 7). The 

Gazebo simulator has previously been used in fields such as biped humanoid robots (DARPA Virtual Robotics Challenge 

2013), prosthetic limb simulation (DARPA HAPTIX 2015), autonomous driving (Portuguese Robotics Open 2016), 

subterranean environments (DARPA Subterranean Challenge 2018) and Unmanned Surface Vehicles (ONR/RoboNation 

Virtual RobotX Competition 2019). 
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Figure 7. Interaction between Gazebo, ROS, Python, SAIL and humans. 

The main advantage of developing and testing the autonomous system with ROS interfaces and the Gazebo simulator is 

that the transition towards the real world becomes easier. Within the Gazebo simulator, various driving and flying vehicles 

can be operated based on a realistic and physically and geometrically accurate 3D simulation model of a vehicle in the real 

word (Figure 8), including fully modelled sensors and actuators. Each system can be expanded in a modular way, adding 

hardware components such as sensors or robotics arms and corresponding software modules based on required 

functionality. Many different robotic sensors are available, including lidar, 2D/3D cameras and force sensors. Each sensor 

can be individually modelled including characteristics such as resolution and noise.  

 

Figure 8. A real robot (left) and the corresponding model in Gazebo (right). Shown is the Husky by Clearpath Robotics. 

Multiple systems can be simulated concurrently, which allows for the exploration of various teaming dynamics such as 

swarming. 

These systems operate in a modelled 3D environment (e.g. Figure 9) that represents the envisioned scenario. This 

environment can include a (real-world) height map, water, infrastructure such as buildings and roads and vegetation such 

as trees and bushes. The environment can be programmatically generated, which allows for the automatic repeated 

simulation of similar scenarios to test the robustness of the system. 
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Figure 9. An example of a modelled scenario including a compound. 

Moving objects and actors can be and scripted, which allows for the inclusion of moving civilians and animals. Threats 

can be modeled in multiple ways: using potentially randomized scripts, manual control, or even by incorporating 

antagonistic autonomous systems. 

The UGV is implemented as a Husky or Grizzly (Clearpath Robotics) and the UAV as Firefly (AscTec). 

5. RESULTS 

The behavior of the UGV is tested in the Gazebo simulation environment in a compound-security scenario. Two example 

results are shown in Figure 10 and Figure 11. Figure 10 shows an example where the UGV detects an object that is 

identified as not-threatening at time T1, and this leads to the behavior that the UGV continues to optimize the coverage 

map at time T2. The figure has five rows. The first row shows an overview of the simulation environment. This is image 

is only for illustration purposes and it is not available for the UGV. In this image, the UGV is shown near the middle (black 

and yellow), the object is on the left (a dark box) and the road to the compound is on the right. The second row shows the 

camera view that is available for the UGV. At T1, the object is visible in the camera view. The third row gives a 

visualization of the coverage map that is used to optimize the behavior in the search state. In this visualization, the 

compound is indicated in white and the coverage map is computed in a region of interest (ROI) in front of the entrance of 

the compound. The coverage map varies from blue for recently observed to red for not recently observed (best viewed in 

color). The fourth row shows where an object is detected (indicated by a dot) and the last row shows an empty map to 

indicate that the system does not warn or engage. In the profile mode, the dot initially has a red color, and later it becomes 

green to indicate that no threat was detected at that location. 

Figure 11 shows an example where the UGV detects an objects that is identified as threatening at T3, and this leads to 

behavior that the UGV enters the warning mode and engages the object at T4. This figure has the same five rows as the 

previous figure. The second row shows the camera view with a bounding box around the detected object and a label ‘truck’ 

to indicate that it is recognized. The fourth row shows where the truck is detected (indicated by a green/brownish dot) and 

the last rows shows a map with the same detection (with a red dot) to indicate that the system enters the warn mode and 

engages towards the truck.  
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Figure 10. The UGV searches, identifies an object as not threatening, and continues to optimize the coverage map. 
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Figure 11. The UGV searches, identifies an object as threatening, and starts to warn and engage. 
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The human machine interface (HMI) consists of multiple screens that are only activated when a suspicious activity is 

detected (Figure 12). 

 

  
Figure 12. The HMI consists of multiple screens that are only activated when a suspicious activity is detected. 

 

Examples of possibilities to interact with the system are shown in Figure 13. The user can insert questions in a chat window 

(top left), receive responses in the chat window (top right), inspect the camera view (bottom left) and draw a region of 

interest (ROI) for the search activities on the map (bottom right). 

 

Ask a question in the chat 

 

Receive response in the chat 

 
Receive camera view 

 

Draw ROI on the map 

 
Figure 13. Interaction possibilities in the HMI. 
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6. DISCUSSION AND CONCLUSIONS 

In this paper, we presented our study on the design and development of a fully functional and interactive autonomous 

system architecture, consisting of sensors, observation processing and behavior analysis, information database,  

communication, planning processes, and actuators. Core component of the system, however, is the knowledge base in 

which all knowledge about the external world and system functionalities and their performances are represented. There 

are several benefits of such explicit representation of knowledge and skills: 

• Engineering: Dynamic reconfigurability of the system functionality and reconfigurability of the system 

architecture is enabled to optimize system performance.  

• Learning: In this framework, learning is considered as knowledge engineering which is greatly facilitated by the 

explicit, uniform representations across the system. 

• Human-system interaction: by sharing ontologies and semantics about the operational scenario, concepts of 

operations and system configuration, the interaction and cooperation between system and human is greatly 

facilitated. 

Interaction is further facilitated by a Social AI Layer (SAIL) allowing to exploit the communication hooks in specific 

human interaction mechanisms (screen, voice, sound, tactile, etc.). This allows the system to behave as a teammate in a 

mixed human/machine team that can perform tasks independently with minimal interaction. The system keeps the human 

operator informed about relevant developments that may require human assistance, and the human operator can always 

redirect the system with high-level instructions. The autonomous system was tested in a simulation environment to support 

rapid prototyping and evaluation. The Gazebo simulation engine used, is based on the Robotic Operating System (ROS) 

with fully modelled sensors and actuators and 3D graphics-enabled physics-based simulation. In this simulation, various 

flying and driving autonomous systems can execute their tasks in a realistic 3D environment with scripted or user-

controlled threats. Development in the ROS framework makes transfer of the autonomy software to physical systems in 

principle relatively easy, however, computational resources on physical platforms, due to their size and weight, can be 

considerably smaller.  
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