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ABSTRACT

In recent years advances in machine learning methods such as deep learning has led to significant improvements in
our ability to track people and vehicles, and to recognise specific individuals. Such technology has enormous po-
tential to enhance the performance of image-based security systems. However, wide-spread use of such technology
has important legal and ethical implications, not least for individuals right to privacy. In this paper, we describe
a technological approach to balance the two competing goals of system efficacy and privacy. We describe a
methodology for constructing a “goal-function” that reflects the operators preferences for detection performance
and anonymity. This goal function is combined with an image-processing system that provides tracking and
threat assessment functionality and a decision-making framework that assesses the potential value gained by
providing the operator with de-anonymized images. The framework provides a probabilistic approach combining
user preferences, world state model, possible user actions and threat mitigation effectiveness, and suggests the
user action with the largest estimated utility. We show results of operating the system in a perimeter-protection
scenario.

Keywords: Autonomous surveillance, Behaviour analysis, Privacy, Security, Decision making framework,
Utility function, Perimeter protection.

1. INTRODUCTION

Video surveillance systems are vitally important for the protection of both military and civilian infrastructure.
Due to their low cost, these systems are now ubiquitous in modern public spaces and businesses. Video analysis
is currently labour intensive and, very often, it may not be possible to provide continuous monitoring. However,
advances in computer vision systems mean that much of this work can potentially be automated. However, this
increase in video-analysis capacity may have an unfavourable impact on personal privacy and freedom, both
perceived and real. It may not be desirable or legal to process, store or retain large amounts of data relating to
the movements of private individuals. Therefore it is a requirement to build systems that are able to balance
the system efficacy with the need to respect privacy.1 Such a system would be able to escalate the amount of
information processed with the perceived threat. For example, it may be desirable to limit the use of facial or
licence plate recognition systems to cases where the target has already exhibited some threatening or anomalous
behaviour rather than indiscriminately identifying every target. The development of such a system is the focus
of this work.

This paper is organised as follows: Section 2 gives a high-level component overview of the system and then
each in turn in more detail; Sections 3 and 4 provide, respectively, detailed descriptions of the decision making
framework and the parametric model of user preferences; Section 5 shows the results of applying the system to
a perimeter-protection scenario near a speedgate, Section 6 discusses the relative merits of the approach and
Section 7 outlines directions for future development.
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2. SYSTEM ARCHITECTURE

In this section we will provide a broad overview of the intelligent and responsible surveillance system we have
developed. The system is made up of a number of components, shown in Figure 1, that implement a classic
Observe, Orientate, Decide and Act (OODA) loop.2 The system builds on previous work in video tracking and
threat detection and expertise in user preference modelling, in particular the SASSSISLAN system described in
Section 2.1. The SASSSISLAN system provides weak threat indicators as input into the decision-making process.
These threat indicators are then used to trigger further sensing actions, either from a human user or, in future,
a secondary automated system such as an Automatic License Plate Recognition (ALPR) database look up.

The sensor manager and data-fusion system (Sec. 3.1) are used to compute the probability of a threat. The
utility manager (Sec. 4) computes the benefit of security and the cost of sensing actions in terms of how much
privacy is lost and also how sensitive the particular user is to false alarms and missed detections. The threat
probabilities and utilities are then input into the action selector (Sec. 3), which decides on the appropriate course
of action. The action taken is a trade-off that involves the current belief about degree of threat, the amount of
information a sensing action is likely to yield, and the user’s sensitivity to damage from a threat, requirements
for maintaining privacy and operator workload. The results of the sensing actions are then displayed in the GUI
(see Section 5 and Figure 3). Figures 2 and 4 show the information flow between the system components. As
shown in Figure 2, these components make up three major sub-systems: the SASSSISLAN and Image processing
sub-system (Section 2.1), the Graphical User Interface (GUI) sub-system (Section 2.2) and the Decision Making
sub-system (Section 2.3).

2.1 SASSSISLAN and Image Processing

The first major sub-system is the SASSSISLAN system3,4 (Fig. 2). SASSSISLAN is a behaviour-analysis system
for situation/threat assessment that allows users to express expert knowledge to define and recognize threats
in surveillance video and insert it in the system. This system can be used as an autonomous sensor module
(ASM).5,6

Underpinning the SASSSISLAN system is a detection and tracking component that can be fed detections
from any image processing detector. In this work, we used the Mask R-CNN∗ detector8 as the primary detection
system for people and vehicles. The system also makes use of the Pyramid-box9 † for the detection and localization
of faces and the Open ALPR licence plate detector/reader11 for the detection and localization of license plates
inside the bounding boxes of Mask R-CNN detections.

Each track in the SASSSISLAN system has an associated set of features. Typically, a feature is either the
output of a classifier, a label applied to a track located in particular region or a track having a derived property,
such as speed, above a particular threshold. These features are then organised as a collection of symbols:
instantaneous collections of features. As shown in Figure 2, symbols are then used to construct sentences. A
sentence is a temporal ordering of symbols. The evolution of sentences is controlled by a state-transition model
specified using a grammar. The grammar definitions are provided by a System Administrator.

The output of the SASSSISLAN system is an alarm when threatening behaviour related to a sentence is
found. This output is used by the decision-making system and are also displayed in the GUI. The system also
outputs the underlying tracks. The SASSSISLAN system attempts to find all possible sentences that correspond
to any of the defined grammars. The sentences shall be defined such that they represent the expected threats. A
single sentence (threat) may correspond to multiple tracks and a single track may generate multiple sentences.

2.2 Graphical User Interface

The second major sub-system is the Graphical User Interface (GUI), of which a screen shot is shown in Figure 3.
The primary functions of the GUI are to allow the normal user to:

– Display annotated video to the user
– Select tracked objects and identified threats (i.e. sentences)

∗The Mask R-CNN detector was trained on the COCO dataset.7

†The Pyramid-box detector was selected because it performs very well on the Wider Face dataset.10
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Figure 1: Components of the intelligent surveillance system.
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Figure 2: High level system architecture showing the information flow between the system components. These
components make up three major subsystems: the SASSSISLAN System, the GUI and the Decision Making

system. These subsystems are described in Sections 2.1, 2.3 and 2.2



Figure 3: The VPAI Intelligent Surveillance GUI.

– Zoom in/out of and/or (de)-anonymize selected tracks or threats
– Generate an alert for a selected track or threat.

Secondary functionality includes the ability to rewind, pause or fast forward the video or vary the amount of
information overlaid on the display, include the ability to display:

– Either sentences (threats) or the underlying tracks
– Track/sentence information such as the detection bounding box or ID number
– Useful diagnostic information such track statistics or the regions used to create features.

As shown in Figure 2, in addition to receiving tracks/sentences from SASSSISLAN, the GUI also interacts
with the Decision Making sub-system. The GUI allows the user to input information to augment the threat
assessments provided by SASSSISLAN and receive back sensing and alert actions.

The effect of received actions depends on the selected autonomy mode. In the Decision-support mode, the
system works with the user to highlight threats, request new information and recommend generating an alert. In
Autonomous mode, the system does not prompt the user for more information, but makes the best decision based
on the information available from SASSSISLAN. In Manual mode the decision-making capability is disabled.

Finally, the GUI also allows different users to log in and out, since different users may have different preferences
and authorisations.

2.3 Decision Making

The aim of our system is to assist the human user to effectively detect and counter threats by using image
processing. The system must therefore be able to recommend to the human operator various different courses of
action, i.e. make decisions. We place these actions in two distinct categories. The first category contains what
we call remedial actions. Remedial actions are actions that mitigate the threat. In this work we consider a single
remedial action, which will be to generate an alarm. It is assumed that generating an alarm will lead to actions
that mitigate the threat. In addition to remedial actions, there are a number of sensing actions that we can take.
Sensing actions improve our understanding of the world, allowing us to better employ the remedial actions. As
described in Section 2.2, the actions the system allows are 1) to zoom in on the threat and 2) to de-anonymize the



threat. These sensing actions reduce the privacy of specific individuals. Since we aim to maximise the privacy
of those under surveillance and minimise the threat we must trade-off the reduction in privacy with the increase
in security. This is achieved with the help of a utility model – which captures the user’s operational preferences
concerning the behaviour and achievements of the system – and a belief model that estimates the degree of threat
posed by the target and the effectiveness of sensing and remedial actions.

Figure 4 shows the inputs and output of the decision making subsystem. The utility manager takes as input
the sentence information and the user preference co-efficients b1, b2, c1, c2, which are explained in Sec. 4. The
utility manager uses this information to compute the utility for various actions. For example, we incur damage if
the target is a threat and the alarm is not raised. Similarly, we only care about the loss of privacy of targets that
are not threats. Bounding box information attached to each sentence information is used to determine the field
of view and the number of pixels on the target. More details on the utility manager are provided in Section 4.
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These utilities are then input into the action selection system. The latter uses the threat probabilities that
result from the data fusion of the SASSSISLAN threat estimation and other previously observed information,
together with knowledge of possible sensor observations, to evaluate the most beneficial course of action. Output
of the action selection system is either a decision to request more information, to raise an alarm or, indeed, to
do nothing.

3. ACTION SELECTION

In this section we develop a rational decision making framework that can be used to support the decision making
processes outlined in Section 2.3. In this work we assume the information source for preferences and outcome-
validation is a human user, but in principle the information source could be a secondary automatic system. New
information is used to update our belief model, which in our case is the probability the target is a threat. This
model is therefore constructed using random variables.

Figure 5 shows a graphical representation of a simple (myopic) decision process. In this diagram circles
represent random variables, squares represent actions we can decide to take and diamonds represent utilities,
where the latter quantify the desirability of the various actions in any of the belief states. A filled circle represents
an observed random variable.

Y Random variable representing the current context. The value of this observed random variable is determined
by the current state of the SASSSISLAN sentence corresponding to the threat. If Y = y(v,w) then the
threat is the vth state of the wth SASSSISLAN sentence. Y takes on different values at different times as
the SASSSISLAN threat model evolves. In effect, this variable determines our prior belief about the threat
posed by the target.

X A discrete random variable representing our current belief about some important aspect of the world
relevant to our decisions. In this work, belief states correspond to the threat posed by the target. In
general we could have N belief states, {x1, . . . , xN}, however we assume a simple two state belief model
for each target with x1 = ”threat” and x2 = ”no threat”.

A Decision variable representing a remedial action, with M possible choices. These are enforcement actions
that mitigate the threat. We have a single remedial action, deploy the alarm (or not) and therefore: a1 =
”alarm”, a2 = ”no alarm”.

S Decision variable representing a sensing action, with I possible choices. In this work we have two sensing
actions s1 = ”de-anonymize”, s2 = ”zoom in” in addition to the null action ∅ = do neither.

Z Random variable representing the outcome of a sensing action. There are I possible sensing actions, each
with Ji possible outcomes and so Z ∈ {zij}j=1:Ji

i=1:N . The outcome of a sensing action is an assessment of
behaviour by the human user. For example, we could have z1,2 = ”see suspicious activity” or z2,4 = ”see
known terrorist”. Note that before we have made the decision to make a sensing action, the outcome of
the action is not yet determined and so this variable is modelled as an unobserved random variable.

U The utility model that, in this work, is populated using values calculated using the method outlined in
Section 4.

Note that in practice the system is dynamic and we have many targets under surveillance and so we actually
model X(k,t): the belief state of the kth target at the tth time-step. There are also different conditioning random
variables for each target Y (k) and multiple observations Z(k,t) for various targets at various times . In order to
de-clutter the notation, we will drop these extra indices.

We can use the utilities and costs described in Section 4 to populate a utility model U(S = si, A = am, X =
xn) which represents the desirability of taking sensing action si followed by remedial action am in the true world
state xn. In the utility model described in Section 4 we decompose U in two independent components: one for
sensing actions US and one for remedial actions UA.

U(S = si, A = am, X = xn) = US(S = si, X = xn) + UA(A = am, X = xn). (1)



S A

U

X

Z

Y

Figure 5: Graphical model of the decision problem. Circles represent random variables, filled circles
non-random variables, decisions are shown by squares and the overall utility with a diamond.

The utility term US is non-positive and contains the “costs” related to (meaningful) sensing actions, in term of
privacy loss and loss of field of view (see Section 4). The term UA represents the gain in utility for adopting the
opportune remedial actions, e.g., giving the alarm if a threat is observed, or conversely, a penalty for not doing
so. Therefore, sensing actions are not inherently beneficial; however, they can be if the utility loss in privacy
and field of view (US) is compensated by a greater increase in the expected utility of remedial actions (UA) due
to the acquired information. The overall increase in utility is called the Value of Information (VI), and can be
defined mathematically as the difference between the Maximum Expected Utility (MEU) that can be achieved
with a remedial action after observation and before observation:

VI(S = si|A) = MEU(A|S = si)−MEU(A|S = ∅) (2)

where the MEU before (S = ∅) and after (S = si) observation is given by:

MEU(A|S = ∅) = max
m

∑
n

P (X = xn|Y )U(S = ∅, A = am, X = xn) (3)

MEU(A|S = si) =

Ji∑
j=1

P (Z = zij |Y ) [MEU(A|Z = zij)]] (4)

MEU(A|Z = zij) = max
m

∑
n

P (X = xn|Z = zijY )U(S = si, A = am, X = xn). (5)

We therefore pick the (optimal) sensing action with the largest VI:

i∗ = argmax
i

VI(S = si|A). (6)

If there are no sensing actions for which the improvement in overall utility is positive, i.e. VI(S = si∗ |A) < 0,
we select S = ∅ and then pick the remedial action, am∗ , with the largest expected utility:

m∗ = argmax
m

∑
n

P (X = xn|Y )U(S = ∅, A = am, X = xn) (7)



Note that the maximum expected utility after observation, MEU(A|S = si), is itself an expectation over the
outcomes of the sensing action. As shown in Figure 6, this computation can be represented as a tree with
stochastic and decision nodes. The output of the action selection system is either a sensing action si∗ or a
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Figure 6: Tree illustrating the computation of MEU(A|S = si). In this tree, the ith sensing action has two
outcomes and there are two remedial actions and two belief states, giving a total of 23 = 8 leaf nodes. To

evaluate the tree, we take sums of the incoming branches at the stochastic nodes indicated with red circles and
take the maximum of the incoming branches at the decision nodes indicated with the blue stars.

remedial action am∗ . Note that this calculation is performed for every threat target and so the output is an
action paired with a target index, k. In practice, if there is a target for which the maximum expect utility is
the “alarm” action, we output this action, even if there is another target for which a sensing action has a higher
maximum expected utility.

3.1 Belief Representation & Data Fusion

In order to capture the systematic and statistical uncertainty associated with our scene understanding, our world
model is probabilistic. The systematic uncertainty is associated with our lack of information, while the statistical
uncertainty relates to the inherent randomness of the potential threat presented by a target. As described in
Section 3, we model our belief about a target’s threat, which we denote X. Here we describe two different
probabilistic models for constructing the distribution over X. Our implementation supports both models.

In the first model, theX is modelled directly as a categorical random variable with distribution P (X = xn|Y =

y(v,w)) = φ
(v,w)
n where φ

(v,w)
n is the probability that a target in the wth state of the vth SASSSISLAN sentence is

in the nth threat state. Since these parameters define a probability distribution we have
∑
n φ

(v,w)
n = 1 ∀(v, w).

The values of φ
(v,w)
n are the threat mappings defined by the System Administrator.

In the second model, we model X using a hierarchical model P (X|φ)p(φ|Y ). In this model, instead of defining
each φn directly, we place a distribution on the vector φ using a conjugate Dirichlet distribution p(φ|Y = y(v,w))
with parameters

α(v,w) = [α
(v,w)
1 , . . . , α

(v,w)
N ]> (8)

and where p(X|φ) is a categorical distribution. The parameters α
(v,w)
n are threat mappings that are defined by

the System Administrator for this model. In this model, the marginal probability X = xn is

P (X = xn|Y = y(v,w)) = Ep(φ|Y=y(v,w))[P (X|φ)] =
α
(v,w)
n∑
α
(v,w)
n′

. (9)

In the first model, we condition our observation outcomes Z directly on X using a conditional probability
table P (Z|X), which is also defined by the System Administrator. In the second, we condition the observations
on φ with a conjugate multinomial distribution, p(Z|φ).



The first model has the advantage of conceptual simplicity compared to the second model, which is more
difficult to specify. However, the second model has the advantage that we can acknowledge and explicitly represent
the systematic uncertainty in our estimates. A weak confidence can still capture an intuitive expectation that
threats are, in general, rare. These parameters may only be determined a rough estimation that, say, 1 in 10, 000
people present a threat and therefore set α1 = 0.0001 and α2 = 0.9999 and so φ1 = 0.0001 where x1 = “threat”.
On the other hand, if we receive credible information that the target is indeed a threat, this very weak prior is
easily overwhelmed and this will be reflected in the posterior distribution. This is possible because the hierarchical
prior places probability mass over the whole range of possible threat assessments in contrast to the single point
value of the categorical model. The concentration of this mass indicates the strength of belief. Figure 7 shows
a number of two-dimensional Dirichlet distributions and illustrates how the distribution can model the same
threat expectation with different degrees of certainty. As the figure shows, if α1 = 1, α2 = 1 or α1 = 20, α2 = 20,
the expectation of the threat probability φ1 equals 0.5 in either case. However, as the distribution becomes more
peaked (α1 and α2 become larger) the distribution becomes more concentrated around the expected value of
φ1 = α1

α1+α2
indicating the increased certainty that the value of φ1 is correct.

For the hierarchical model, if p(φ|Y ) = Dirichlet(φ;α) and if p(φ|Z, Y ) = Dirichlet(φ;α+) then the proba-
bility of an observation, P (Z|Y ), is proportional to

Γ(
∑
n α

+
n )
∏
n Γ(αn)

Γ(
∑
n αn)

∏
n Γ(α+

n )
. (10)

For our application, we selected initial values for α1 and α2 and when receiving user feedback, the values are
incremented with positive values ∆α1 and ∆α2. These ∆α are positive, representing the increasing confidence
in the uncertainty estimate. In the context of the rational decision making framework described in Section 3,
a weak prior distribution can be used to bias the system toward taking sensing actions, although it should be
noted that the second, hierarchical, model is by no means necessary for a functioning rational decision making
system and our software implementation supports both models.

4. UTILITY MANAGER & USER PREFERENCE MODELLING

In this section we develop a parametric model of user preferences that can be used to support the decision
making processes outlined in Section 2.3. The utility manager returns the value of actions’ outcomes according
to its internal user preference model. This model describes how a particular user is willing to trade-off different
aspects of the system performance against each other: for example, how a user may be willing to accept a higher
probability of false alarm for improved probability of detection. Based on this information, the actions selector
can comply with the user’s preferences and expectations.

In this application, we model user preferences according to four aspects:

– security
– privacy of individuals
– field of view
– operator workload.

The user is assumed to desire an increase in security, privacy, and field of view (while workload is just a cost).
This allows us to represent these three contributions within one benefit function B. The three aspects are
modelled as three independent terms Bsec, Bpr and Bfov combined as:

B = b1 ∗Bsec + b2 ∗Bpr + (1− b1 − b2) ∗Bfov, (11)

with b1 ≤ 1 and b2 ≤ 1− b1. The preference of the user is reflected in the coefficients b1 and b2, and will guide
the decision making of the surveillance system. For example, a user preference for which b1 � b2 will result in a
system inclined to de-anonymize potential threats. The terms are detailed in the following.

The utility of a particular action in a particular state is defined by the change in expected benefit before and
after taking an action. Indicated by ∆B(state, action) = Bafter − Bbefore and C(state, action) are the increase
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in benefit and the cost of a given action in a given state. We define then as the utility12 of that action in that
state as the quantity

U(action, state) = ∆B(action, state)− C(action, state). (12)

It follows that for different users with a different set of coefficients bi, the utility of a state and action pair
will change accordingly, and so their action preferences. Identifying sets of coefficients faithfully representing
preferences of specific individuals is beyond the scope of this paper; however, we indicate elicitation13 as a feasible
method to do so. The set utilized in the remainder of the paper is obtained heuristically.

4.1 Damage and Security Utility

Security is a primary aspects for several users whose role include protecting the integrity of the premises where
footage is gathered, as well as of the people within them. The security benefit Bsec is given as:

Bsec =
(1− e−sec)

(1− e−1)
, (13)

where sec ∈ [0, 1] is the security level. Note that the term has a maximum of one at secmax = 1, and drops to
zero when sec = secmin = 0. The function is concave, which reflects the users aversion from risk with respect to
the security of the compound.14

Security is expressed in terms of residual health of the property, sec = h/H, where h and H are respectively
the current and maximum health. It is assumed that an unmitigated threat (i.e. a threat for which no alarm
was raised) results in a loss of h of the residual health. The damage utility (see Section 2.3 ) of a state, action



pair is therefore defined as the difference in security benefit before and after taking the action in the state in
which the threat was present:

UA(A = no alarm, X = threat) = ∆B(no alarm, threat) = b1 · [Bafter
sec −Bbefore

sec ], (14)

weighted with the preference coefficient b1. Note that other terms in Equation 12 are the same before and after
taking the alarm action and therefore drop out of Equation 14.

It follows from the above exposition that in order to compute the damage cost of an action, it is necessary
to predict the damage to the property that could result as a consequence. In practice, this require a model that
estimates how much damage each threat can inflict to the property. The simple model of threat adopted in this
work is presented in Section 5.

4.2 De-anonymization and Privacy Utility

Several users have an interest, for ethical or legal motivations, in respecting the privacy of those in the field of
view. The privacy term Bpr indicates the overall privacy of the individuals in the scene. This is computed as
the geometric mean:

Bpr =

Kt∏
k=1

rk,t
1/Kt , (15)

of the anonymities rk,t for each of the Kt targets in the scene at time t. The geometric mean is preferable to
a simpler arithmetic mean because the former accounts better for very low individual anonymities, which fits
the privacy concept: as an individual anonymity approaches zero, the geometric mean approaches zero as well,
whereas a minimum operator would ignore the privacy of individuals in the scene, apart from the one with the
lowest anonymity. In this paper, the term anonymity indicates the difficulty of an individual to be identified given
visual information. The score rk,t is thus a function of the maximum historical pixel density on the target; our
system obtains this score r by linearly interpolation of the data-points in Table 1. The data-points are obtained
by consulting several sources on detection, classification and identification within the surveillance community and
can be seen as an analogous of Johnson’s criteria.15 The De-anonymization and Privacy Utility (see Section 2.3)

r 0 0.2 0.4 0.6 0.8 1
pixels/m 600 200 100 35.6 17.7 4.5

Table 1: Anonymity as a function of pixel density.

of a state, action pair is defined as the difference in privacy benefit before and after taking the action in the
state:

US(S = de anon, X = no threat) = ∆B(de anon,no threat) = b2 · [Bafter
pr −Bbefore

pr ], (16)

weighted with the preference coefficient b2. In order to compute this cost, the maximum pixel density for each
target must be recorded and updated during operation.

This is relatively straightforward to achieve, since the pixel density is easily computed from the knowledge of
the camera resolution and the current field of view size (which in our application is simple to assess, given that
the camera system is static).

In case that, after deanonimization, the individual deanonymized is assessed not to be a threat, and in absence
of more utile alternatives, the system will autonomously decide that reanonimizing the individual is the optimal
action to take: in autonomous mode, this action will be immediately performed; in decision support, the system
will prompt the user to perform it.

4.3 Field of View and Zoom Utility

Users also have an interest in retaining the whole scene within field of view. If the camera system zooms, the
field of view reduces, meaning that portions of the environment that could be visible will not be monitored and



recorded. This can affect the usefulness of footage for traffic regulators, researchers, etc. A third term Bfov is
therefore included:

Bfov = e1−z, (17)

where z ∈ [1,∞) is the zoom level. The choice of an exponentially decaying function is motivated here by the
fact that the loss in (metric) field of view per unit of zoom is more pronounced at lower zoom factors.

The zooming utility (see Section 2.3) of a state-action pair is defined as the difference in field-of-view benefit
before and after taking the action in the state:

US(S = zoom, X = no threat) = ∆B(zoom,no threat) = min
[
(1− b1 − b2) · [Bafter

fov −Bbefore
fov ], 0

]
, (18)

weighted with the preference term (1−b1−b2). The min in Equation 18 is due to the fact that zooming in reduces
utility, but zooming out does not get the value back, so the utility is never positive. Note that if the anonimity
on an individual decreases while zooming due to an increase in pixel density, the corresponding privacy utility is
added to the zooming action as computed in Equation 16.

It is important to clarify that the privacy utility and zoom utility do not directly take into account the benefit
of increased resolution and zooming for the sake of detecting a threat. However, the utility of this sensing actions
is accounted for in the computation of the VI in Equation 2. So, for example, if improved resolution on a target
would result in a more likely detection of a threat, and thus in a reduced expected damage to the property,
which overall compensates for the loss of privacy and zoom utility, such an improvement would show during the
VI computation.

In the event that, after zooming in, the zoomed-in field of view is assessed not to contain threats, and in
absence of more utile alternatives, the system will autonomously decide that zooming out to maximum field of
view is the optimal action to take: in autonomous mode, this action will be immediately performed; in decision
support, the system will prompt the user to perform it.

4.4 Operator Workload and Alarm Utility

The operator workload is not a desirable term in itself, but rather a cost that the user is willing to pay in order to
achieve the desired performance. Therefore, we model the operator workload as a cost function with two linear
terms. The first term Cint accounts for the burden given by the cumulative operator interventions:

Cint =
nint

nintmax

, (19)

where nint is an argument to the function, indicating the number of interventions needed for the remedial actions,
and nintmax is a normalizing constant indicating the maximum amount of alarms during the whole surveillance
task. This last term can be provided by the user (as an indication of user tolerance towards interventions) or
estimated according to the nature of the task. The second term Crate

Crate =
rateint

rateintmax

, (20)

represents the additional burden of the operator from the rate at which interventions are required. Specifically,
rateint is an argument to the function indicating the current frequency of interventions, and rateint is a normalizing
constant indicating the maximum rate of alarms at any point during surveillance task. This additional term
is motivated by the fact that higher frequencies of interventions increase the task load for the operator. Once
more, the term rateintmax can be deduced from the nature of the task or provided by the operator as a tolerance
threshold. The cost function Calarm is then

Calarm = c1 · Cint + (1− c1) · Crate, (21)

where coefficient c1 balances the two terms according to user preference. It should be noted here that, while a
non-linear representation of the user burden could be chosen, the linear one is here adopted as it better serves
the concept of a straight-forward cost to the user.



One last trade-off must be selected. First, the user expressed its preferences in the benefit function B via its
coefficients b1 and b2. Then, its inclination in terms of burden cost, with the cost function C and its parameters
c1, nintmax and rateintmax. Now, the trade-off coefficient c2 is adopted to indicate how much workload ‘cost’ the user
is willing to pay for an unitary increase in benefit.

Having defined the above, the alarm utility of an alarm action (see Section 2.3) can now be defined in terms
of the cost of the number and frequency of operator interventions:

UA(A = alarm, X = no threat) = −C(alarm,no threat) = −c2 · Calarm (22)

weighted by the cost coefficient c2. Note that the use of quantities nintmax and rateintmax makes it easier to compare
the dimensionless, normalized cost terms between each other and with the dimensionless utility terms, therefore
clarifying the impact of the value of coefficients c1 and c2.

5. EXAMPLE SCENARIO

In this section, we show the results of applying intelligent, responsible surveillance system in a simple perimeter-
protection scenario. The entrance of the TNO premises was surveilled by two cameras: a 4K-camera (2160×3840
pixels) providing a wide angle image of the vehicle and pedestrian entrance, vehicle driveway, forecourt and
building entrance, and a second HD-camera (1080×1440 pixel) providing a close-up of the vehicle and pedestrian
entrance. Stills from the two cameras are shown in Figure 8. Three hours of video footage, capturing several

Figure 8: Stills from the surveillance cameras. Camera 1 is on the left.

scripted and unscripted threats, was recorded on a normal working day. Figures 9a to 10c show how the system
responded to these threats. Table 2 gives the parameters for the user preference model described in Section 4,
while Tables 3 and 4 give the parameters for the belief model.

In order to simplify the generation of the following results, the following assumptions on costs are made. The
damage cost of Section 4.1 is computed assuming that each threat could potentially destroy the property, i.e.,
∆h = H. The number of alarms nint is always equal to one, since only one remedial action is considered at
a time. Finally, the value c1 = 1 of the operator workload coefficient means that the operator is assumed to
disregard the rate as a contributing factor for his or her workload; the value of rateintmax is therefore unnecessary,
which we indicate with a − in the table.

Sensitivity b1 b2 c1 c2 nint
max rateint

max

High 0.99999 0.00001 1 0.9 1 −
Low 0.995 0.005 1 0.9 1 −

Table 2: User preference parameters

Figures 9a to 10c show the response of the system to two different potential threats. The first threat is a
maintenance worker who enters the compound through a vehicle entrance accompanied by an electric trolley



SASSSISLAN sentence α1 α2

Running 0.001 0.999

Person in vehicle entrance 0.2 0.8

Table 3: Background threat levels for various
SASSSISLAN sentences (for all states) as defined by

Equation 8.

Observation ∆α1 ∆α2

See concerning 1 0

See un-concerning 0 1

See threat 1 0

See no threat 0 1

Table 4: Increments to the threat model parameters
for each observation used to compute Equation 10.

(Fig. 9b). Since only vehicles are normally expected to be present in this location, a SASSSISLAN sentence was
added to the configuration that detects this event (i.e. the sentence: ‘Person in vehicle entrance’). The system
prompts the user to de-anonymise and then zoom in on the target (Fig. 9b and 9c), each time requesting the
user to make an assessment of the threat. Based on the users input the system determines that the target is not
a threat and prompts the user to re-anonymize the target (Fig. 9d).

The second potential threat is a pedestrian running towards a building entrance (Fig. 10a). Since running is
assumed to be a very low threat, the response of the system depends on the user’s threat sensitivity mode. In
high sensitivity case the system prompts the user to input further information after de-anonymizing and zooming
in (Fig. 10b). After doing so, the target is assessed as a threat and indicated as such. In the low sensitivity case,
shown in Figure 10c, the system does not prompt the user for more information for this threat.

Figure 9a: Vehicles and pedestrians approach the entrance and are tracked.

Figure 9b: A worker with an electric cart enters the vehicle entrance. The system recognizes the potential
threat and advises he operator to de-anonymize the threat.



Figure 9c: The user de-anonymises the threat and enters an observation ‘Concerning’. The system prompts the
user to zoom in on the target.

Figure 9d: The user recognises that the target is not a threat and the system responds by recommending the
user re-anonymise the target.

Figure 10a: The systems detects the presence of a person (not in the cycle route) moving quickly. The user
de-anonymises the target and enters ‘Concerning’ into the system.



Figure 10b: The system recommends the user zoom into the target. The user does so and enters ‘See threat’.
The system recommends the alert action based on the SASSSISLAN threat level and the user entered

information. The system zooms-in on the suspect and follows the person automatically.

Figure 10c: Left: The user can rewind the video to identify the threat.
Right: In low-sensitivity mode the threat is recognized, but the user is not alerted as the threat level is

perceived as too low.

6. DISCUSSION

In this work, we considered suggesting actions to the user based on a utility model. Naturally, there are alternative
approaches that could have been used, such as using ad-hoc hand-crafted rules. This leads to questions about
the relative merits of these two (and indeed other) approaches.

Perhaps, the major motivation of the utility-based approach is the ability to handle uncertainty. We may
know that in state 1, action a is preferable and that in state 2, action b is preferable, however we may not know
whether state 1 or state 2 is true. If we have a belief model that quantifies the extent to which we believe either
state is true, then we can use a utility approach to trade-off the desirability of a high-value, low-probability
state with a low-value, high-probability state. Uncertainty therefore plays an important part in the motivation
of the approach and a good belief model is an important part of the solution. If there is no uncertainty, only an
ordering is needed and a precise quantification of utility is less useful, since we can simply apply the rule that in
state 1 we take action a. In this case the degree to which action a is preferable to action b is irrelevant.

As we saw, the utility-based approach leads to a mathematical description of the value of information. We
can use this value criterion to make rational decisions about sensing actions. We make sensing actions to
reduce our systematic uncertainty, however, even after making all possible observations there may still be some
uncertainty remaining. So we must build a probabilistic model which properly accounts for all the various sources
of uncertainty and that provides a good reflection of our subjective belief. However building such a model may
not be very easy – especially in a sparse data environment – and a utility model, no matter how accurate, will be
of little use if the belief model is not well calibrated. In the security domain, actual threats related to terrorism
can be very rare (thankfully) and therefore hard to model. We might contrast the security domain with the
medical domain, for example; in the latter we may have much better understanding of the prevalence of diseases
(i.e. threats), as well as the specificity, sensitivity and costs of various tests we might perform.



Another attraction of the utility-based approach is consistency. Autonomous actions are evaluated accord-
ing to their (expected) outcome, and outcomes are in turn evaluated according to the utility functions. This
guarantees that actions are consistent. However, it is necessary for consistency to be able to correctly compute
the expected utility for all states/actions. Therefore, it is worth considering how easy it is to specify a model
that can yield accurate utility expectancies. If we cannot assign a utility to any state (because, for example, it
is difficult for ethical or moral reasons to specify the value of an action) then we cannot make rational decisions
(although this applies to any decision-making framework).

In a model with a few, very general states, it may be difficult to assign reasonable utility values to these
states. It may also be difficult to assign utilities if we must weigh different considerations, such as privacy and
security, against each other when these considerations share no obvious common currency.

Assigning utilities may be easier in a richer model with more well-defined states: we could for example
decompose “threat” into specific types, terrorist, protester, thief etc. This would also us define more specific
types of counter measure. While making the states and actions more explicit may reduce the difficulty in assigning
a values, doing so this may introduces additional design decisions and increases the cost of knowledge elicitation.

We should also consider how correct system behaviour can be validated. For example, if the behaviour does
not match user expectations, is this because the system is not correctly configured, or because the expectations
are incorrect? It is not clear whether users should be able to adapt the system so that it does conform to
their expectations and, if so, how? Expectations may also be adapted in light of operational experience. If we
wish to adapt the system, how does this affect the information that has already been elicited? If users have
well-defined expectations about how the system should behave, a rule-based approach might provide a more
direct, straightforward approach to implement these expectations. Perhaps this is true for a simple system, but
there may also be a point at which a rule-based system becomes too unwieldy if there is no consistent model
underpinning it.

It could be argued that for a simple surveillance use case described herein, the utility-based approach is
difficult to justify, due to: the world model being too simple, the action space too limited (e.g. no dependence on
previous actions), the probabilistic model too difficult to specify and the users’ system behaviour expectations
too strong. It could also be argued that the utility-based approach faces a Catch 22 situation: it can be justified
for a complex high-dimensional state description, however in this case elicitation may be very difficult; on the
other hand, for a simple state description, a rule-based system is easier to implement. On the other hand,
defining a set of hand crafted rules that give coherent behaviours in complex situations is likely to be equally
problematic.

7. CONCLUSIONS AND FUTURE WORK

In this paper, we described an architecture and implementation for a surveillance system that can intelligently
observe, orientate, decide and act. The system is able to operate in an autonomous mode or with the support
of a human operator. The framework used to support intelligent surveillance used Bayesian inference, a discrete
state/action-space and utility model that was configurable through the specification of a set of user preference
co-efficients. The system is capable of autonomously evaluating the value of alternate sensing actions based on
the currently available information. The system is responsible, only de-anonymizing tracked objects that are
deemed a possible threat. The system can re-anonymize a target once new information becomes available that
indicates it is not a threat.

The make most effective use of the framework, knowledge elicitation and good statistical modelling is needed.
Future work will focus on principled methods for utility elicitation, for example through preference learning, and
modelling of rare events by using advanced data simulation methods. By doing this we aim to understand how
well the approach generalizes compared to alternative implementation approaches.
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