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ABSTRACT  

Surveillance systems are essential for the protection of military compounds and critical infrastructures. Automatic 

recognition of suspicious activities can augment human operators to find relevant threats. Common solutions for behavior 

analysis or action recognition require large amounts of training data. However, suspicious activities and threats are rare 

events, and the modus operandi of enemies may suddenly change, which makes it unrealistic to obtain sufficient training 

data in realistic situations. Therefore, we developed a demonstrator for the recognition of suspicious activity that allows 

users to easily define new alerts based on their expert knowledge. We developed basic modules for the computation of 

object detections, tracking and action recognition to generate features. The user is able to specify complex behavior with 

Symbols and Sentences. Symbols are low-level descriptions to analyze combinations of features. An example of a symbol 

is ‘approach_gate’, which consists of three conditions related to: the distance to the gate, the speed of a person and whether 

a person is on the compound. Sentences are high-level descriptions to analyze temporal ordering. An example of a sentence 

with temporal ordering is ‘entering the compound’, which consists of first approaching the gate, then entering the gate, 

and finally being on the compound. The demonstrator is compliant with the SAPIENT architecture, which uses multiple 

low-level Autonomous Sensor Modules (ASM) and a High-Level Decision Making Module (HLDMM). Features and 

symbols are computed in an ASM and sentences are computed in the HLDMM. Our demonstrator is tested on a multi-

camera dataset to recognize suspicious behavior (e.g., digging for placement of improvised explosive devices, climbing 

over a fence, approaching the compound, and car standing on the road), allowing the user to interactively creates and 

modifies both symbols and sentences to mitigate new threats that were not implemented during design time. 

Keywords: Compound security, critical infrastructure protection, surveillance, tracking, behavior analysis, action 

recognition, SAPIENT. 

1. INTRODUCTION 

For the protection of military compounds, Navy ships in the harbor and critical infrastructures, good surveillance systems 

are required. Automatic recognition of suspicious activities can augment human operators to find relevant threats. 

Automatic threat detection can also be relevant for the protection of other critical infrastructures and soft targets, such as 

airports, train stations, banks, sport stadiums, (music) events, universities, shopping malls, city center, market place, power 

plants, hospitals or oil storage, embassies or evacuation areas. Common solutions for behavior analysis or action 

recognition require large amounts of training data. However, suspicious activities and threats are rare events, and the modus 

operandi of enemies may suddenly change, which makes it unrealistic to obtain sufficient training data in realistic 

situations. Therefore, we developed a demonstrator for the recognition of suspicious activity that allows users to easily 

define new alerts based on their expert knowledge. 

Most current state-of-the-art (SotA) solutions are only able to analyze short-term behavior in a single sensor. In the 

TwitCam project from 2016, we started research towards analyzing long-term behavior with a single sensor [18]. In this 

paper, we describe the results of the follow-up SASSSISLAN project, which delivered a proof-of-concept (TRL-4) 

demonstrator for long-term behavior analysis in multiple sensors. We propose a new algorithm and we will show that it 

works in a network of sensors. Common SotA recognition systems learn representations in high-dimensional feature 

spaces, which makes them less suitable to generate a user-comprehensive message. Data-driven approaches (e.g. deep 

neural networks) rely on large amounts of labeled training data, which typically is not available for rare but high-impact 
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incidents in the defense and security domain. SASSSISLAN presents a novel real-time system for video understanding 

based on generic instantaneous low-level processing components (symbols) and flexible user-definable and user-

understandable combinations of these components (sentences). This provides higher level analyses which are essential to 

recognize complex events in the security domain. 

SASSSISLAN is defined as “Single Analysis System for Seamless and Swift Integration of Sensors in a Large Ad-hoc 

Network”. 

1. Single Analysis System: Single unifying integration system that supports long-term behavior analysis and 

assessments over multiple sensors based on generic instantaneous low-level processing components (symbols) 

and flexible user-definable and user-understandable combinations of these components (sentences). 

2. Seamless and Swift Integration of Sensors: Rapid integration of raw and processed sensors by using open 

standards and the SAPIENT interface [14]. The low-level modules (ASM) use raw video streams and the high-

level modules (HLDMM) use processed data. 

3. Large Ad-hoc Network: Scalable to many sensors and flexible in changing situations. “Ad-hoc network” refers to 

a dynamically changing access to non-proprietary cameras. 

In this paper, we describe a TRL-4 proof-of-concept demonstrator based on the SASSSISLAN approach. The outline is as 

follows. Section 2 describes the various aspects of the system: architecture, methods, interfaces and graphical user 

interface. Section 3 presents experiments on a multi-camera dataset with suspicious behaviors, and the results that are 

obtained with the system. Section 4 presents a discussion and conclusions. 

2. SASSSISLAN SYSTEM 

2.1 Architecture 

SASSSISLAN focusses on long-term behavior analysis in multiple sensors. The system uses features, filters, symbols and 

sentences to define and detect suspicious long-term behavior. The sentences have two major advantages over detecting 

only single short-time behavior: the user is able to specify complex long-duration behavior and the false alarms of short 

action detection are reduced. To create symbols and sentences in a framework that is conforming to SAPIENT [14], we 

use low-level Autonomous sensor modules (ASM) and a High-level decision making modules (HLDMM) and the 

mappings of Figure 1.  

 

Figure 1. The architecture contains Features, Filters, Symbols and Sentences. 

• Features: At the lowest level, features are computed in the ASM, which allows scalable distributed edge 

computing. The features can, for example, be class features (e.g., ‘Weapon’, ‘Vehicle’, ‘Person’, ‘Car’) or 

behavior features (e.g., ‘Climb’, ‘Dig’). The output of the features are class or behavior detections, which contain 

a feature value or a confidence value. 
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• Filters: In the second level, filtered features are created. A filter applies a threshold to the feature values or 

confidence values, and only filtered features are transmitted.  

• Symbols: In the third level, symbols are created. Symbols are logical operators to combine filters. Symbols are 

computed instantaneously to describe short-term behavior (e.g., action recognition or track-based analysis). 

Examples are: ‘Walk on road’, ‘Climb over the fence’ etc. The symbols shall be defined by a user. 

• Sentences: At the top level, sentences are computed in the HLDMM. Sentences are high-level descriptions of 

behavior. Sentences combine multiple symbols in a specific temporal order to describe long-term behavior.  

Sentence recognition is implemented as a state machine. An approach similar to multi-hypothesis tracking allows 

to recover from track fragmentation. Such recovery is essential for long-term analysis in multiple sensors. The 

sentences shall also be defined by a user. 

2.2 Features detection 

Detection of classes: Detection of pedestrians is performed with the Aggregate Channel Features (ACF) detector [8]. To 

improve the quality of the ACF detector for this dataset, we first do a one-time training phase before the normal inference 

phase. Training is performed to optimize the quality of the detector for pedestrians that appear very small in the dataset 

(only a few pixels). For training, a pretrained detector (based on the INRIA dataset) was applied after factor 2 oversampling 

with linear interpolation. This resulted in a set of initial detections. Subsequently, the initial detections were used to retrain 

the ACF detector to improve its performance for our dataset. To recognize additional classes, such as vehicles, we suggest 

to use deep learning-based convolutional neural networks, such as SSD [10][11]. 

Tracks & Regions: Tracking is performed to combine multiple detections in subsequent frames from the same object to 

allow analysis over time. Our tracking is based on a linear prediction of the next position and bounding-box overlap of a 

detection [3]. The user can define regions in the image – such as the road, the compound and the gate – to allow intuitive 

reasoning about the environmental context and define spatial relations. There are several track-based features (e.g. ‘speed’) 

and there are several features that are a combination of track position, track orientation and region information (e.g., 

‘is_on_road’). 

Detection of behavior: Short-term human actions are relevant for the analysis of long-term behavior. The human actions 

are: dig, climb, walk and stand. These actions are classified by analyzing the tracks within a time interval of one second. 

Optic flow is uses as feature for these actions. For a track at a particular time stamp, optical flow is computed within an 

enlarged bounding box as obtained in the detection step. The box is enlarged to ensure a coverage of the person. This is 

necessary because during particular actions the box does not always fully cover the person. For instance, when the human 

bends, the box may be covering only the lower half of the body. For each detection in a track, a confidence (the posterior 

probability of the SVM classification, in the range of 0-1) was obtained for four human actions: ‘climb’, ‘dig’, ‘walk’ and 

‘stand’. 

2.3 Filtering 

A filter applies a threshold to a features or confidences. This allows the removal of uncertain or irrelevant detections and 

it reduces the number of messages that is transferred for further analysis. Definition of the filter requires a filter name 

(which is an ID for further referencing) and three other attributes: feature name (e.g., ‘speed’), comparison operator (e.g., 

larger or smaller), and a threshold value (e.g., 0.8). For example, all person detections with low confidence (below 0.8) 

can be removed and person detections with high confidence (above 0.8) can be used for further analysis in the symbols. 

2.4 Symbol recognition 

Symbols are logical operators to combine the output of filters. This allows further down-selection of relevant data. 

Definition of a symbol requires a symbol name (ID for referencing), a logical operator (e.g., AND or OR) and a set of 

filters or other Boolean operators (for a nested structure). For example, only person detections with high confidence (above 

0.8; output of the first filter) AND detections that have a high speed (above 2.5; output of the second filter) can be used 

for further analysis in the sentences. 

2.5 Sentence recognition 

Sentences combine multiple symbols in a specific order to describe long-term behavior. Sentence recognition is 

implemented as a state machine to describe temporal relations (e.g., first one activity and then another activity). Each state 

in the sentence has four transition options with four conditions (see Figure 1):  

• c1 = condition to enter the state 



 

 
 

 

4 / 12 

 

 

 

• c2 = condition to leave the state and go to the next state 

• c3 = condition to remain in the state 

• c4 = condition to leave the state and abort the sentence. 

These four conditions can be controlled with five parameters: 

• startSymbol: a symbol name to enter the state (related to c1). 

• continueSymbol: a symbol name to remain in the state (related to c3). 

• minDuration: minimal duration in seconds before going to the next state (related to c2). 

• maxDuration: maximal duration in seconds to stay in the state (related to c3). 

• tolerance: the maximal duration that continueSymbol is tolerated to be false before aborting the sentence (related 

to c3 and c4). This tolerance is used to increase robustness in case of fragmentation. 

The conditions are implemented in the following way: 

• c1 of the next state is identical to the c2 of the current state.  

• c2 is true when the minDuration of the current state is exceeded AND the startSymbol of the next state is true.  

• c4 is true when the maxDuration is exceeded OR continueSymbol is false for a longer time than the tolerance. 

• c3 is true when both c2 AND c4 are NOT true. 

2.6 SAPIENT communication interface 

SAPIENT (Sensing for Asset Protection, using Integrated Electronic Networked Technology) is a programme for the 

development of autonomous collaborative distributed sensing for asset protection. A SAPIENT compliant interface [14] 

is implemented between low-level ASM modules, a high-level HLDMM and a central database. 

To describe long-term behavior, the system must be able to describe the following information: 

• Context information (regions such as the ‘Gate’ or the ‘Compound’) 

• Object types (classes such as ‘Person’ or ‘Vehicle’) 

• Object properties (objectInfo such as ‘color’) and track properties (trackInfo such as ‘speed’) 

• Group forming (e.g., a group of 5 people) 

• Single object actions (single person behavior, such as ‘Walking’),  

• Multi-object interactions can be undirected (e.g., “Person 1 meets person 2 and vice versa”) and directed (e.g., 

“Person 1 approaches person 2”). 

• Spatial relations (Symbols that use region information: e.g., “Person walks on the road”) 

• Temporal ordering (Sentence: “First walk to the fence, then climb over the fence”). 

In this paper, we focus only on the definition and detections of symbols and the sentences. Other differences with the 

existing SAPIENT ICD – such as region definition, group forming and multi-object interactions – can be found in a report 

[4]. The main data interface of SAPIENT between ASM and HLDMM uses a TCP socket and XML messages. There are 

several types of messages for sensor initialization, heartbeat, detection, control, acknowledgement, errors and alerts. We 

mainly use control messages (for the flexible definition of symbols and sentences) and detection messages (for the transfer 

of objects, behavior, classes, symbols and sentences).  

Symbol definition: The symbol combines multiple filters and regions (referenced by their name) with logical operators 

(AND, OR and NOT). The logical operators use an element ‘level’ to support nested structures. An example symbol 

definition is shown in Table 1.  

Sentence definition: The sentence is implemented as a state machine. The states are ordered in a state list by an index 

number.  Each state defines the transition conditions with five parameters: startSymbol, continueSymbol, minDuration, 

maxDuration and tolerance. The symbols are referenced by their symbol name. In practice, the startSymbol and 

continueSymbol are identical. An example sentence definition is shown in Table 1. 

Table 1: Definition of symbol (left) and sentence (right). 

<!-- symbol definition --> 

<?xml version="1.0" encoding="UTF-8"  

    standalone="yes"?> 

<SensorTask> 

<timestamp>2017-07-

25T11:53:27.650Z</timestamp> 

<!-- sentence definition --> 

<?xml version="1.0" encoding="UTF-8"  

    standalone="yes"?> 

<SensorTask> 

<timestamp>2017-07-25T11:58:24.209Z</timestamp> 

<sensorID>0</sensorID><taskID>6</taskID> 
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<sensorID>0</sensorID> 

<taskID>5</taskID> 

<taskName>Symbol</taskName> 

<control>Start</control> 

<command> 

<request>Start</request> 

<symbol name="Walk and run"> 

  <logicalOperator level="0" type="AND"> 

    <logicalOperator level="1" type="AND"> 

      <filter type="behaviour" name="Walk"/> 

      <logicalOperator level="2" type="OR"> 

        <filter type="region" name="Road"/> 

        <filter type="region" name="Gate"/> 

      </logicalOperator> 

    </logicalOperator> 

    <logicalOperator level="1" type="AND"> 

      <filter type="behaviour" name="Run"/> 

      <filter type="region" name="Road"/> 

      <filter type="class" name="Person"/> 

    </logicalOperator> 

  </logicalOperator> 

</symbol> 

</command> 

</SensorTask> 

 

 

<taskName>Sentence</taskName> 

<control>Start</control> 

<command><request>Start</request> 

<sentence name="Observe Compound"> 

<stateList> 

  <state index="0"> 

    <startSymbol>Walk</startSymbol> 

    <continueSymbol>Walk</continueSymbol> 

    <minDuration>3.0</minDuration> 

    <maxDuration>20.0</maxDuration> 

    <tolerance>1.0</tolerance> 

  </state> 

  <state index="1"> 

    <startSymbol>Stop</startSymbol> 

    <continueSymbol>Stop</continueSymbol> 

    <minDuration>3.0</minDuration> 

    <maxDuration>20.0</maxDuration> 

    <tolerance>1.0</tolerance> 

  </state> 

  <state index="2"> 

    <startSymbol>Walk</startSymbol> 

    <continueSymbol>Walk</continueSymbol> 

    <minDuration>4.0</minDuration> 

    <maxDuration>20.0</maxDuration> 

    <tolerance>1.0</tolerance> 

  </state> 

</stateList> 

</sentence> 

</command> 

</SensorTask> 

Symbol detections: An example symbol detection is shown in Table 2. The symbol name describes short-term behavior 

and it is stored in the behavior type. The symbol refers to a detection and/or track with the objectID (together with its 

sourceID) that is part of objectInfo. Individual symbol detections with the same objectID belong together, similar to objects 

that have been tracked. The structure of a symbol detection is identical to a behavior detection, but the content is different 

for taskID (5 is reserved for symbols) and the behavior name (it contains a symbol name).  

Sentence detections: An example sentence detection is shown in Table 2. The sentence describes long-term behavior and 

the name of the sentence is stored in the behavior type. The sentence detection describes its current state (state value is 1) 

and refers to a symbolID (and another object and its sourceID). This is stored in the objectInfo. Other states in the sentence 

are sent as separate detection messages with the same ObjectID of the sentence. Typically submission of the sentence is 

delayed until the last state is reached and the sentence is complete. Note that the objectID of the sentence is not identical 

to the objectID of the original track because a sentence can combine multiple tracks to mitigate track fragmentation.  

Table 2: Detection of symbol (left) and sentence (right). 

<!—symbol detection --> 

<?xml version="1.0" encoding="UTF-8" 

standalone="yes"?> 

<DetectionReport> 

  <timestamp>2017-06-21T09:00:10.714Z 

  </timestamp> 

  <sourceID>10101</sourceID>  

  <reportID>0</reportID> 

  <objectID>1</objectID>  

  <taskID>5</taskID>  

  <location><X>24.9</X><Y>-15.7</Y></location> 

  <objectInfo type="bboxX" value="2088.0"/>  

  <objectInfo type="bboxY" value="1582.3557"/> 

  <objectInfo type="bboxW" value="27.249134"/> 

  <objectInfo type="bboxH" value="64.87889"/> 

  <objectInfo type="sourceID" value="2.0"/>  

  <objectInfo type="objectID" value="2.0"/>  

  <behaviour type="Stop on road">  

     <confidence>0.6</confidence> 

  </behaviour> 

</DetectionReport> 

<!-- sentence detection --> 

<?xml version="1.0" encoding="UTF-8" 

standalone="yes"?> 

<DetectionReport> 

  <timestamp>2017-06-21T09:00:20.035Z 

  </timestamp> 

  <sourceID>0</sourceID>  

  <reportID>3</reportID> 

  <objectID>1045</objectID>  

  <taskID>6</taskID> 

  <location><X>-4.5</X><Y>1.6</Y></location> 

  <objectInfo type="bboxX" value="638.19934"/>  

  <objectInfo type="bboxY" value="2084.4"/> 

  <objectInfo type="bboxW" value="32.407406"/> 

  <objectInfo type="bboxH" value="77.16049"/> 

  <objectInfo type="sourceID" value="1.0"/>  

  <objectInfo type="objectID" value="1.0"/>  

  <objectInfo type="symbolID" value="1.0"/>  

  <objectInfo type="state" value="1.0"/>  

  <behaviour type="Observe Compound"> 

    <confidence>0.6</confidence>  
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   </behaviour> 

</DetectionReport> 

 

2.7 Graphical user interface 

The SASSSISLAN graphical user interface has three windows: a main window, the symbol editor and the sentence editor.  

Symbol and sentence editor: The SASSSISLAN system has a default knowledge base and the user is able to extend this 

knowledge base flexibly with the symbol and sentence editor. The user can interactively create and modify symbols and 

sentences to mitigate new threats that were not implemented during design time. These editors are pop-up windows that 

can be opened at any time to define new symbols and sentences, and modifications will submit a new control messages.  

The symbol editor is shown in Figure 2. The top shows the symbol name. Then, filters can be added for each row. Each 

row contains a feature name, a minimum value and a maximum value. Rows can be added (plus sign) or removed (minus 

sign). By default in the current GUI implementation, rows are combined with an AND operation (e.g., for three rows: “a 

& b & c”). This can easily be extended with an editor field at the bottom that allows other definitions (e.g., “a & (b | c)”) . 

The sentence editor is shown in Figure 2. The sentence editor has the name of the sentence at the top. Then, states can be 

added for each row. Each row contains a start symbol, continue symbol, minimum duration (sec), maximum duration (sec), 

and tolerance (sec). Rows can be added (plus sign) or removed (minus sign). The order of the rows indicates the order of 

the states.  

   

Figure 2. GUI of the Symbol editor (left) and the Sentence editor (right). 

Main window: The main window is shown in Figure 3. The main window is used to inspect the class, behavior, symbol 

and sentence detections that are automatically generated by the system. The upper part of the window shows two camera 

views. The middle part shows symbol and sentence detections, and the bottom part shows various detected symbols in a 

figure with time on the horizontal axis and position in meters on the vertical axis. We defined an origin on the TNO 

premises, an X-direction in the eastern direction and a Y-direction in the northern direction. The X-position (in meters) is 

shown on the vertical axis. Both cameras are roughly facing eastwards. 
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Figure 3. GUI of the main SASSSISLAN window. 

3. EXPERIMENTS AND RESULTS 

The SASSSISLAN system is evaluated on a multi-camera data set to recognize suspicious behavior. This section describes 

the dataset (Sec. 3.1) and results (Sec. 3.2 and 3.3). 

3.1 Dataset 

A dataset was recorded in a realistic environment from the tower on the TNO premises in The Hague. The tower has a 

view to footpaths in the dunes and roads to the expedition entrance (Figure 4). The dataset was created with four static 

cameras, with 4K resolution for camera 2 (3840 x 2160px) and Full HD for the other cameras (1920 x 1080px). The camera 

views are shown in Figure 4. 

Uses case descriptions were used to define 12 scenarios with suspicious behaviors. The dataset was recorded in June 2017 

and the duration of the video with volunteers is 3 hours. Example regions-of-interest of the recorded scenarios are shown 

in Figure 6. Note that the region of interest is only a small fragment from the complete field of view (Figure 5). 

 

Sattelite image with four camera views 

 
Camera 1 

 
Camera 2 

 
Camera 3 

 
Camera 4 

Figure 4. Left: Satellite image of the TNO environment with 4 camera views (source Google Maps).  

Right: Views from the four cameras. 
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Figure 5. Full image and region of interest (ROI) images for scenario 5. 

 
1: Evacuees arrive 

 
2: IED Dig 

 
3: Patrol 

 
4: Vehicle attack 

 
5: Observer 

 
6: Drone 

 
7: Climb fence 

 
8: Vehicle road block 

 
9: IED placement 

 
10: Guard leaves 

 
11: Crowd road block 

 
12: Evacuees departure 

Figure 6. Region of interest images of the recorded scenarios. 

 

3.2 Results: Approach, enter and pass 

People outside the compound and people inside the compound are less interesting than people entering the compound. 

Entering is the transition from outside to inside the compound. For early detection, approaching the compound is also 

interested, but an approach can be caused by people entering or by people passing the compound. The different symbols 
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allow us to visualize different stages in entering or passing. Figure 7 shows the main window with different colors for 

different symbols. The symbols are defined based on features such as: the distance to the gate, speed to the gate (positive 

or negative), and the presence in the region on the compound. The figure shows a group of people entering the gate 

(situation 1A,B,C) and two persons passing the gate (2A and 2D).  The situation is also illustrated with camera views in 

Figure 8. In situation 1A and 2A, people are approaching the gate. In situation 1B, people are very close to the gate and in 

situation 1C the group is on the compound. The two people in 2D are passing/leaving the gate, which is recognized by a 

different symbol.  

We can define sentences with four symbols, where three symbols of approach are based on different distances to the gate, 

and one symbol is based on the presence in the region on the compound. This leads to the detection of only people that are 

really entering the compound (Figure 9). All approaches that do not lead to an actual entering are suppressed and not shown 

to the user.  

 

Figure 7. Main window with entering the gate (1) and passing the gate (2), where colors indicate different symbols. 

 

1A: Approach gate 

 

1B: Entering gate 

 

1C: On compound 

 

2A: Approach gate 
 

2D: Pass gate 

 

Figure 8. Examples of approaching and entering (1A,B,C) and approaching and passing (2A,D). 
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One sentence with four  

states in main GUI 

 

 

 
1 

 
2 

 
3 

 
4 

Figure 9. Example of sentence with four states that recognizes people entering the compound. 

 

3.3 Results: Dig & Climb 

We can also use the action recognition (such as dig and climb). Detection results are improved by creating symbols and 

sentences, because this allows use to easily combine conditions. For example, we are not interested in all possible digging, 

but only digging on or near the sand-path that continues for more than 20 seconds. Similarly, we are not interested in all 

climbing, but only in the climbing near the fence. This helps us to remove false positives. Example sentence detections of 

digging are shown in Figure 10. The detections are so good that it helps us to find the digging in hours of video in a fraction 

of a second. Example regions of interest for digging and climbing are shown in Figure 11. 

 

 

Figure 10. Example sentences for ‘observe’, ‘dig’ and ‘standing car’. 
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Figure 11. Example regions-of-interest for digging near the sand path (left) and climbing over a fence (right) 

 

4. DISCUSSION AND CONCLUSIONS 

In the SASSSISLAN project, we developed modules for the computation of detections, filters, low-level symbols (to 

analyze combinations of features) in the ASM and high-level sentences (to analyze temporal ordering) in the HLDMM. 

An example of detection uses activity recognition in video for climbing or digging. An example of a symbol is 

‘approach_gate’, which consists of conditions related to the distance to the gate, the speed of a person and whether a person 

is on the compound. An example of a sentence with temporal ordering is ‘entering the compound’, which consists of first 

approaching the gate, then entering the gate, and finally being on the compound.  

A SAPIENT interface was developed and modifications to the SAPIENT ICD are proposed. The new control messages 

support flexible definition and combination of filters and temporal ordering of behavior.  

A TRL-4 demonstrator was created to recognize suspicious behavior, where the user interactively creates and modifies 

symbols and sentences to mitigate new threats that were not expected during design time. 

Use cases were defined and relevant suspicious activities were described. These use-case descriptions were used to record 

a dataset with normal and suspicious activities, including digging (for IED-placement), climbing over a fence, crowd 

behavior, road blocks and a drone attack.  

From experiments, we learned that a user needs several (typically 2 or 3) iterations to define new symbols or sentences. 

We also learned that for a real-time application on live video streams, it would be best to compute symbols on the ASM. 

On the other hand, for an interactive offline application on recorded data, it is more efficient to compute symbols in the 

HLDMM to minimize data transfer during the iterative symbol definition. The SAPIENT interface could be further 

improved by supporting interactions and groups (see [4] for more details), and for better real-time performance a higher-

level transportation protocol (e.g., ZeroMQ instead of TCP), and to choose a more efficient language than XML that 

supports bursts of information by using arrays, such as JSON. 

SASSSISLAN was demonstrated on a recorded dataset with offline processing. We received feedback that it is valuable 

to have a real-time implementation, which can be used for the prevention and mitigation of threats. This will be explored 

in the near future. 
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